
The Following Model "Qwen-2.5-Math-7B" is trained on a Math dataset_"SynthLabsAI/Big-Math-RL- Verified".

Installing Libraries

%%capture
!pip install "unsloth[colab-uew] @ git+https://github.com/unslothai/unsloth.git"
!pip install --no-deps xformers trl peft accelerate bitsandbytes
!pip install datasets

Importing Necessary Libraries and Setting Parameters

from unsloth import FastLanguageModel import tonch
max_seq_length = 2048
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dtype = None load_in_4bit = True

Importing the model from Hugging Face

model, tokenizer = FastLanguageModel.fnom_pnetrained( model_name = "Qwen/Qwen2.5-Math-7B", max_seq_length = max_seq_length,
dtype = dtype,
1oad_in_4bit = load_in_4bit,


[image: ] ==((====))== Unsloth 2025.3.15: Fast Qwen2 patching. Transformers: 4.48.3.
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LoRa_Low Rank Adaption Methods

model = FastLanguageModel.get_peft_mode1( model,
r = 16,
target_modules = ["q_proj", "k_proj", "v_proj", "o_proj",
"gate_proj", "up_proj", "down_proj“,],
lora_alpha = 16,
lora_dropout = 0, # These arguments were originally in the second fuuctiou call.
bias = "none", # They are moved inside the first call to create a single function execu use radient_checkpointing = "unsloth",
random_state = 34B7, use_rslora = False, loftq_coufig = None,
) # Removed the duplicate function call.

model
[image: ]

(default): Linear(in_features=3584, out_features=16, bias=False)
(lora_B): ModuleDict(
(default): Linear(in_featunes=16, out_features=18944, bias=False)
(lora_embedding_A): ParameterDict() (lora_embeddin B): ParameterDict() (lora_magnitude_vector): NoduleDict()




bias=False)

(down_proj): lora.Linear4bit(
(base_layer): Linear4bit(in_features=18944, out_features=3584,

(lora_dropout): ModuleDict( (default): Identity()
(lona_A): ModuleDict(
(default): Linear(in_features=18944, out_features=l6, bias=False)

(lora_B): ModuleDict(
(default): Linear(in_features=16, out_features=3584, bias=False)

(lora_embeddin A): ParameterDict() (lora_embeddin B): ParameterDict() (lora_magnitude_vector): NoduleDict()
(act_fn): SiLU()

(input_layernorm): Qwen2RMSNorm((3584,), eps=1e-06) (post_attention_layernorm): Qwen2RMSNorm((3584,), eps=1e-06)



(norm): Qwen2RM5Norm((3584,), eps=1e-06) (rotary_emb): LlamaRotaryEmbedding()
(lm_head): Liuear(in_features=3584, out_features=l52B64, bias=False)




Prompt Template


chat_pronpt = " " "
### Instruction:


### Input:


### Response:



Function Purpose


def formatting_prompts_func(examples):
instruction = “”
inputs = examples[”problem“] outputs = examples["answer“] texts - []
for input, output in zip(inputs, outputs):
text = chat_prompt.format(instruction, input, output) + tokenizer.eos_token texts.append(text)
# The function should now return a list of strings
returu texts # This line was changed to return the list directly

Importing & Loading Dataset

from datasets import load_dataset import os
from huggingface_hub import login

# Option 1: Set environment variable
# os.environ[“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“] = “Y0UR_HUGGING_FACE_T0KEN”

# Option 2: Login directly
login(tokeu=“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“) # Replace with your actual token

[image: ]
dataset = load_dataset(“SynthLabsAI/Big-Math-RL-Verified”, split=“train“, token=os.environ.g

Setting up for Training

from trl import SFTTrainer
from transformers import TrainingArguments

trainer = SFTTrainer( model = model, tokenizer = tokenizer,
train_dataset = dataset, dataset_text_field = “text“, max_seq_length = max_seq_length, dataset_uum_proc = 2,
packing = True,
formatting_func = formatting_prompts_func, # Add the formatting_func argument args = TnainingAnguments(
per_device_train_batch_size = 2,
gradieut_accumulation_steps = 4,
warmup_steps = 5,
max_steps = 60, leanning_nate = 2e-4,
fp16 = not torch.cuda.is_bf16_supported(), bfl6 = torch.cuda.is_bfl6_supported(), loggiug_steps = 1,
optim = “adamw_8bit“, weight_decay = 0.01, lr_scheduler_type = “linear“, seed = 3407,
output_dir = ”outputs“,



[image: ] Unsloth: Hugging Face's packing is currently buggy - we're disabling it for now!

Training

trainer_stats = trainer.train()

[image: ][image: ] ==((====))== Unsloth - 2x faster free finetuning | Num GPUs used = 1
\\	/|	Num examples = 251,122 | Num Epochs = 1 | Total steps = 60 0^0/ \_/ \	 Batch size per device = 2 | Gradient accumulation steps = 4
\	/	Data Parallel GPUs = 1 | Total batch size (2 x 4 x 1) = 8
“-	-“	Trainable parameters = 40,370,176/7,000,000,000 (0.58% trained)
[image: ] [60/60 04:07, Epoch 0/1]

	Step
	Training Loss

	1
	2.200700

	2
	1.901100

	3
	1.732200

	4
	1.820600

	5
	1.733300

	6
	1.538800

	7
	1.415800

	8
	1.266100

	9
	1.038000

	10
	0.951300

	11
	0.741400

	12
	0.813300

	13
	0.928900

	14
	0.778300

	15
	0.666800

	16
	1.121100

	17
	1.050200

	18
	0.951800

	19
	0.755100

	20
	0.741100

	21
	0.747300

	22
	0.674600

	23
	0.908900

	24
	0.821100

	25
	0.885100

	26
	0.715500

	27
	0.493300

	28
	0.624700

	29
	0.811000

	30
	0.760300

	31
	0.737200

	32
	0.537700

	33
	0.790200

	34
	0.715700

	35
	0.649400

	36
	0.692500

	37
	0.860100

	38
	0.678800

	39
	0.563600

	40
	0.870200

	41
	0.997400

	42
	0.570400




	43
	0.836200

	44
	0.766200

	45
	0.947600

	46
	0.990300

	47
	0.901400

	48
	0.729800

	49
	0.588600

	50
	0.841700

	51
	0.625600

	52
	0.694900

	53
	0.965600

	54
	0.761200

	55
	0.871500

	56
	0.726900

	57
	0.834400

	58
	0.705300

	59
	0.755800

	60
	0.910700



Input & Output


FastLanguageModel.for_inference(model) # For faster Inference

inputs = tokenizer(

chat_pnompt.format(
““, # instruction - leave this blank! "explain Logarithms?", # input
““, # output - leave this blank!

], return_tensors = ”pt”).to(“cuda")

outputs = model.generate(**inputs, max_new_tokens = 64, use_cache = True) tokenizer.batch_decode(outputs)

[image: ] ['\n### Instruction:\n\n\n### Iuput:\nexplain Logarithms?\u\n### Response:\uLogarithms are a mathematical concept that allows us to solve equations involving exponents. They ane the inverse operation of exponentiation, which means that if we have an equation like 2’x = 8, we can use logarithms to find the value of x. In this case, we would write log2']

Printing Output Seperately


FastLanguageModel.for_inference(model) inputs = tokenizer(
chat_prompt.format(
# instnuction
“explain elaborately \(x’{2}-5x+6=0\)) “, # input # output
retunn_tensons=“pt”
).to(“cuda“)

outputs = model.generate(**inputs, max_uew_tokens=64, use_cache=True)
decoded_output = tokenizer.batch_decode(outputs)[0] # Decode the output

# Extracting the response part
response = decoded_output.split(“### Response:“)[-1].strip() # Get text after “### Response response = response.split(“<|end_of_text|>”)[B].strip() # Remove the end tokeu if present


print(response)


[image: ] x’{2}-5x+6=O\Rightarrow x’{2}-3x-2x+6=O\Rightarrow x(x-3)-2(x-3)=O\Rightarrow (x-3)(x-2)



Loading the model into hugging face

model.save_pretrained(”Root_model“) tokenizer.save_pretrained(“Root_model“)
# model.push_to_hub(”your_name/Root_model“, token = "...") # If you want to save online
# tokenizer.push_to_hub(“your_name/Root_model“, token = "...") # If you want to save online

#Let's zip oun model folder import shutil
import os
folder_path = "/content/Root model" zip_file_path = "/content/Root model.zip"

shutil.make_archive(zip_fi1e_path.replace(“.zip“, ““), 'zip', folder_path)


from google.colab import files
files.download('Root_model.zip') # Fixed: Removed the extra spaces before this line


Use the loaded model


#Now if we want to use our model again we can just load it:

if False:
from unsloth import FastLanguageModel
model, tokenizen = FastLanguageModel.fnom_pretrained(
model_name = "Root_model", #model folder max se length = max se length,
dtype = dtype,
load_in_4bit = load_in_4bit,

FastLanguageModel.for_inference(model)


chat_prompt = "“"
tftttf Inst ruct ton:


### Input :


### Response:



inputs = tokenizer(

chat_prompt.format(
# instruction
"Explain Trigonometry?", # iuput
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